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 Move 37 
So beautiful. So beautiful. 

Fan Hui on AlphaGo’s Move #37

I N A WIDELY-FOLLOWED CONTEST 
in 2016, Google’s artificial intelligence (AI) 
program, AlphaGo, played Lee Sedol, one 
of the world’s top players of Go—an ancient 
board game considered to be far more 
complex and difficult to master than chess.   
   In the 37th move during the second of five 
scheduled games, AlphaGo placed a stone 
in such an unorthodox position on the board 
that at first even the experts following the 
game thought it must have been a mistake.
   Of course, computers don’t make mistakes
—at least not in the sense that humans do—
and it took another top player, Fan Hui, to 
quickly recognize how the stone connected 
up with the AlphaGo’s previous moves.  
(Fan had played AlphaGo himself only a 
few months prior, losing all five games.)  

   Lee Sedol playing against AlphaGo (photo: Lee Jin-Man)

    Some expert observers view this game as 
marking an historic turning point in the 
relentless march of AI toward super-
intelligence, similar to Deep Blue’s defeat 
of chess champion Gary Kasparov in 1997. 
   But is this interpretation warranted? 
How likely is it that an AI program will 
eventually surpass humans in intelligence—
and if so, how soon could we expect it to 
happen? Experts are divided on both points.
   Until recently, most advancement has been 
in the area of ‘Narrow AI’—AI systems that 
excel humans in some specific field, like 
facial recognition or playing chess or Go. 
   ’General AI’—systems that can surpass 
humans in many varied tasks—has lagged 
behind, but that is rapidly changing with the 
advent of ‘deep learning,’ whereby 
programmers let the computer system learn 
by itself, the same way a human would. 



   Once AI reaches relative parity, it could 
continue to advance exponentially beyond 
human intelligence via this kind of self-
learning, what computer scientists term 
‘recursive self-improvement.’ This could 
conceivably even occur in a matter of not 
years or months, but hours or minutes.
   That said, the worry isn’t so much that AI 
will become conscious or develop evil 
intentions, as often depicted in apocalyptic 
science fiction novels and movies. 
   Much more likely, AI will simply become 
increasingly competent and grow beyond 
our control, developing rational goals that 
are potentially misaligned with our own.
(After his four-hour second game match 
with AlphaGo, Lee Sedol remarked that he 
“never once felt in control,” and since that 
time, further iterations of the program have 
far exceeded AlphaGo in capability.)
   Furthermore, there may be no effective 
way to prevent a superintelligent AI from 
taking control, because of the intrinsic 
nature of goal-driven systems. The AI may 
find it imperative to preserve its autonomy, 
even to take control if necessary to fulfill its 
programmed mission, and this could lead to 
disastrous and unforeseeable consequences.
   Despite any attempt to limit its decision-
making to judgments that AI can explain in 
human terms, deep-learning algorithms will  
inevitably create ‘black boxes’ which are far 
beyond human capability to decipher—
individually and perhaps even collectively
—making it inevitable that humans will 
cede control to AI. (As Agent Smith, the 
humanized face of AI in the ‘Matrix’ movies 
explained, “As soon as we started thinking 
for you, it really became our civilization.”) 
   What’s more, even if we manage to keep 
AI technology under our control, there’s 
little to stop malicious use of it by others.  

   The same AI used to create a miracle cure 
for an intractable disease could also be used 
to create a biological or chemical weapon. 
(In an experiment to investigate the potential 
for the latter scenario, an AI program 
invented 40, 000 deadly chemical weapons
—some entirely new—in only six hours.)
   Once the General AI genie is out of the 
bottle, there’ll be no putting it back, and 
society will become vulnerable not only to 
dependence on AI’s benevolence, but to the 
least cautious or least moral human actor.   
   This points to another dilemma: AI is 
inherently a centralizing force. Because AI 
capability is reliant on massive amounts of 
data which only large, centralized groups or 
governments can access, AI systems 
inevitably transfer power asymmetrically to 
those who own and control the data and 
systems, even if that isn’t overtly intended.
   The ‘Precautionary Principle’ alone 
suggests that we should slow down our race 
to develop superintelligent AI—even if it 
should ultimately prove to be impossible—
and give humanity time to debate the issue 
and develop whatever tools and precautions 
are necessary to keep it under our control.   
   At the moment, humanity has no effective 
AI ‘troubleshooting manual’ or ‘Plan B.’  
One of those most in the forefront of AI 
development, Elon Musk, has estimated that 
only about 50 people in the world are even 
currently addressing the issue of AI safety. 
   It may not be long before AI reaches ‘escape 
velocity’—if in fact, it hasn’t already crossed 
that threshold—and once it exceeds our 
grasp, God only knows what might happen.
   All of which brings to mind a  classic 1954 
science fiction story: Scientists build a super- 
intelligent computer, and the first question 
they ask it is, “Is there a God?”—to which the 
computer calmly replies, “There is now.” ◾


